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Abstract

GML is a promising model for integrating geodata within data warehouses. The resulting databases 
are generally large and require spatial operators to be handled. Depending on the size of the 
target geographical data and the number and complexity of operators in a query, the processing 
time may quickly become prohibitive. To optimize spatial queries over GML encoded data, this 
chapter introduces a novel cache-based architecture. A new cache replacement policy is then 
proposed. It takes into account the containment properties of geographical data and predicates, 
and allows evicting the most irrelevant values from the cache. Experiences with the GeoCache 
prototype show the effectiveness of the proposed architecture with the associated replacement 
policy, compared to existing works.

Keywords:	 Please provide

Introduction
The increasing accumulation of geo-

graphical data and the heterogeneity of 
Geographical Information Systems (GISs) 
make difficult efficient query processing in 
distributed GIS. Novel architectures (Bou-
celma, Messid, & Lacroix, 2002; Chen, 
Wang, & Rundensteiner, 2004; Corocoles 
& Gonzalez, 2003; Gupta, Marciano, Zas-
lavsky, & Baru, 1999; Leclercq, Djamal, 
& Yétongnon, 1999; Paolucci, Patteri, 
& Ticca, 2001; Stoimenov, Djordjevic-
Kajan, & Stojanovic, 2000; Voisard & 
Juergens, 1999; Zhang, Javed, Shaheen, 

& Gruenwald, 2001) are based on XML, 
which becomes a standard for exchang-
ing data between heterogeneous sources. 
Proposed by OpenGIS (2003), GML is an 
XML encoding for the modeling, transport, 
and storage of geographical information 
including both the spatial and non-spatial 
fragments of geographical data (called fea-
tures). As stressed in (Savary & Zeitouni, 
2003), we believe that GML is a promising 
model for geographical data mediating and 
warehousing purpose. 

By their nature, geographical data 
are large. Thus GML documents are often 
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of important size. The processing time of 
geographical queries over such documents 
in a data warehouse can become too large 
for several reasons:

1.	 The query evaluator needs to parse 
entire documents to find and extract 
query relevant data.

2.	 Spatial operators are not cost effec-
tive, especially if the query contains 
complex selections and joins on large 
GML documents.

Moreover, computational costs of spa-
tial operators are generally more expensive 
than those of standard relational operators. 
Thus, geographical queries on GML docu-
ments raise the problem of memory and 
CPU consumption. To solve this problem, 
we propose to exploit the specificities of 
a semantic cache (Dar, Franklin, Jonsson, 
Srivastava, & Tan, 1996) with an optimized 
data structure. The proposed structure aims 
at considerably reducing memory space by 
avoiding storing redundant values. Further-
more, a new cache replacement policy is 
proposed. It keeps in cache the most relevant 
data for better efficiency.

Related works generally focus on 
spatial data stored in object-relational 
databases (Beckmann, Kriegel, Schnei-
der, & Seeger, 1990). The proposed cache 
organizations are better suitable for tuple-
oriented data structures (Brinkhoff, 2002). 
Most cache replacement policies are based 
on Least Recently Used (LRU) and its 
variants. Other cache replacement policies 
proposed in the literature (Arlitt, Friedrich, 
Cherkasova, Dilley, & Jin, 1999; Cao & 
Irani, 1997; Lorenzetti & Rizzo, 1996) 
deal with relational or XML databases, but 
have not yet investigated the area of XML 
spatial databases.

The rest of the chapter is organized 
as follows: Section 2 gives an overview of 
related works. Section 3 presents our cache 
architecture adapted for GML geographical 
data. Section 4 discusses the inference rules 
of spatial operators and presents an efficient 
replacement policy for geographical data 
considering inference between spatial op-
erators. Section 5 shows some results of 
the proposed cache implementation and 
replacement policy. Finally, the conclusion 
summarizes our contributions and points 
out the main advantages of the proposed 
GML cache-based architecture.

Related works

Cache Replacement Policy
In the literature, several approaches 

have been proposed for cache replacement 
policy. The most well known is the Least 
Recently Used (LRU, Tanenbaum, 1992). 
This algorithm replaces the document 
requested the least recently. Rather at the 
opposite, the Least Frequently Used (LFU) 
algorithm evicts the document accessed 
the least frequently. A lot of extensions or 
variations have been proposed in the context 
of WWW proxy caching algorithms. We 
review some in the sequel.

The LRU-Threshold (Chou & De-
Witt, 1985) is a simple extension of LRU 
in which documents larger than a given 
threshold size are never cached. The LRU-K 
(O’Neil, O’Neil, & Weikum, 1993) consid-
ers the time of the last K references to a 
page and uses such information to make 
page-replacement decisions. The page to be 
dropped is the one with a maximum back-
ward K-distance for all pages in the buffer. 
The Log(size)+LRU (Abrams, Standbridge, 
Adbulla, Williams, & Fox, 1995) evicts the 
document with the largest log(size), and 
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apply LRU in case of equality. The Size 
algorithm evicts the largest document. The 
Hybrid algorithm aims at reducing the total 
latency time by computing a function that 
estimates the value of keeping a page in 
cache. This function takes into account the 
time to connect with a server, the network 
bandwidth, the use frequency of the cache 
result, and the size of the document. The 
document with the smallest function value 
is then evicted. The Lowest Relative Value 
(LRV) algorithm includes the cost and the 
size of a document in estimating the utility 
of keeping it in cache (Lorenzetti et al., 
1996). LRV evicts the document with the 
lowest utility value. 

One of the most successful algorithms 
is the Greedy Dual-Size (GD-size) intro-
duced by Cao et al. (1997). It takes into 
account the cost and the size of a new object. 
When a new object arrives, the algorithm 
increases the ranking of the new object by 
the cost of the removed object. In the same 
spirit, the Greedy Dual-Size Frequency 
(GDSF) algorithm proposed by Arlitt et 
al. (1999) takes into account not only the 
size and the cost, but also the frequency 
of accesses to objects. As an enhancement 
of GDSF, Yang, Zhang, and Zhang intro-
duce the time factor (2003). Combined to 
the Taylor series, it allows predicting the 
time of the next access to an object. Thus, 
it provides a more accurate prediction on 
future access trends when the access pat-
terns vary greatly. But the main bottleneck 
of this approach is the time consumption to 
recalculate the priority of each object. 

Spatial Cache Replacement Policy
Most proposed spatial cache replace-

ment policies are based on variants of 
LRU and are developed in the context of 
relational databases. In the area of spatial 
database systems, the effect of other page-

replacement strategies has not been inves-
tigated except in (Brinkhoff, 2002). 

Considering a page managed by a 
spatial database system, one can distinguish 
three categories of pages (Brinkhoff, Horn, 
Kriegel, & Schneider, 1993): directory 
pages (descriptors), data pages (classical 
information), and object pages (storing 
the exact representation of spatial objects). 
Using the type-based LRU (LRU-T), first 
the object pages are evicted, followed by 
the data pages, and finally by the direc-
tory pages. Using primitive based LRU 
(LRU-P), pages are removed from buffer 
according to their respective priorities. If a 
tree-based spatial access method is used, the 
highest priority is accorded from the root 
to the index directory pages, followed by 
the data pages, and finally the object pages. 
Thus, the priority of a page depends on its 
height in the tree.

Let us recall that in GIS jargon, the 
MBR of an object is the minimum-bound-
ing rectangle of this object. The area of a 
page of objects is the minimum rectangle 
including all MBRs of that page. The 
margin is the border of an area. Beckmann 
et al. (1990) and Brinkhoff (2002) define 
five spatial pages-replacement algorithms 
based on spatial criteria:

1.	 Maximizing the area of a page (A): 
A page with a large area should stay 
in the buffer as long as possible. This 
result from the observation that the 
larger is the area, the more frequently 
the page should be requested.

2.	 Maximizing the area of the entries of 
a page (EA): Instead of the area of a 
page, the sum of the area of its entries 
(spatial objects) is maximized.

3.	 Maximizing the margin of a page 
(M): The margin of a page p is defined 
as the margin of the MBR containing 
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all entries of p. The larger a page 
margin is, the longer it will stay in 
the buffer.

4.	 Maximizing the margin of the 
entries of a page (EM): Instead of 
the margin of a page p, that of the 
composing MBRs are considered.

5.	 Maximizing the overlaps between 
the entries of a page (EO): This 
algorithm tries to maximize the sum 
of the intersection areas of all pairs 
of entries with overlapping MBRs.

As a synthesis, Brinkhoff (2002) 
proposes a combination of LRU-based and 
spatial page-replacement algorithms. To 
evict a document, a set of victim candidates 
is determined using the LRU strategy. Then, 
the page to be dropped out of the buffer 
is selected from the candidate set using a 
spatial page replacement algorithm. The 
page dropped by this selection is placed in 
an overflow buffer, where a victim is evicted 
using the FIFO strategy. Depending on its 
spatial and LRU criteria, a requested page 
found in the overflow buffer is moved to 
the standard part of the buffer, influencing 
the size of the candidate set.

Buffer cache techniques are mainly 
used in spatial database systems in order 
to optimize queries response time. The 
work conducted by Brinkhoff uses a spatial 
index for better management of the buffer 
cache. However, there is no spatial index 
for GML documents, as they are encoded in 
XML. Hence, the spatial criteria mentioned 
above could not be applied. Other criteria 
must be considered to handle geographical 
queries. Moreover, semantic cache gives 
better performances than page or tuple 
replacement strategies (Dar et al., 1996), 
but until now, it has not been really studied 
for geographical queries where data are 
stored in XML.

Cache Structure for Geographical 
Queries in GML

Generally, spatial data consume a lot 
of memory space. Hence, caching spatial 
objects has a tendency to flood the available 
space in cache. For example in a spatial 
join query, a spatial object A can match 
with several objects B1, B2, etc. Thence, 
a same object A can be replicated many 
times in spatial query results. This may 
considerably reduce the available space in 
cache, especially when a large amount of 
spatial fragments must be stored. 

To avoid spatial object replication in 
cache, we propose a simple data structure, 
which facilitates object identification and 
isolation. This structure is divided into two 
parts. The first is devoted to the non-spatial 
elements of the geographical data. The 
second one contains non-redundant spatial 
fragments of geographical data (i.e., only 
distinct spatial objects are stored in cache). 
In semantic cache, the semantic region is 
divided into two parts (Chidlovskii, Ron-
cancio, & Schneider, 1999): the region de-
scriptor describing each query result stored 
in cache, and the region content where the 
data are stored. In the case of geographical 
queries, we introduce two kinds of region 
content: the non-spatial region content, and 
the spatial region content.

The spatial region content contains 
non-redundant spatial data of geographi-
cal query results, whereas the non-spatial 
region content contains non-spatial data 
of geographical query results. These 
region contents are associated with the 
geographical region descriptor. It contains 
information about each geographical query 
stored in cache. The cache is then divided 
into two parts (see Figure 1): (i) the non-
spatial part of the cache composed of the 
non-spatial region content and it associated 
description contained in the geographical 
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region descriptor (Section 3.1); (ii) the 
spatial part of the cache composed of the 
spatial region contents and it associated 
description contained in the geographical 
region descriptor (Section 3.2). 

Non-Spatial Part of the Cache
All data are encoded in XML. For 

simplicity and standard enforcement, we 
encode XML data as DOM trees. More 
compact structures are possible, but it would 
not change the relative results and would 
require specific developments. Thence, 
query results are stored in cache as DOM 
trees that compose the non-spatial region 
content (see Figure 2). To separate non-
spatial and spatial data, a generated iden-
tifier replaces each GML sub-tree (XML 
fragment with “gml:” as namespace). The 
identifier value is used to uniquely retrieve 
the corresponding spatial fragment stored in 
the spatial part of the cache structure. For 
non-spatial data, the geographical region 
descriptor contains classical information 
about each query (region formula, replace-
ment values, and pointers) (Chidlovskii et 
al., 1999).

The second part of the cache contains a 
specific structure designed, from one hand, 
to store only distinct spatial objects, and 
from the other hand, to quickly retrieve 
spatial fragments. Each spatial fragment 
is stored as a DOM tree, since spatial data 
are in GML. The spatial fragments compose 
the spatial region content. Each spatial 
fragment is referenced in a hash table. 
The identifier is used as a key of the hash 
table. It is composed of a counter value and 
a reference to the root tree of the spatial 
fragment (see Figure 3). Thus, each DOM 
tree corresponding to a spatial fragment can 
be quickly retrieved in the spatial part of 
the cache. The counter value indicates the 
number of references to the spatial frag-

Geographical Region Descriptor

non-spatial
region content

spatial region 
content

spatial part o
cache

fnon-spatial
part of cache 

Figure 1. General cache structure

Figure 3. Spatial part of the cache

ID Reference
hash
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Spatial region
content

Geographical region 
descriptior(spatial part)

Figure 2. Cache organization
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ment from the non-spatial part of the cache. 
Thence, the entry can be deleted when the 
counter is 0. The hash table composes the 
geographical region descriptor for spatial 
data. It contains: identifiers ID, counters 
and references to spatial fragments (see 
Figure 3).

Cache Insertion Algorithm
When a geographical query result 

must be stored in the cache, the spatial and 
non-spatial fragments have to be identified 
and stored in the corresponding part of the 
cache. The insertion algorithm is described 
in Figure 4. A key issue is the generation 
of the GML fragment identifier. We simply 
use the centroïde of the object defined as 
a point standing for the geometry center. 
More sophisticated identifiers could be used 
(e.g., a numerical encoding of the shapes 
to avoid confusion between geographical 
objects of same centroïde).

A new DOM tree is created (line 00) for 
the non-spatial fragment. The XML query 
result is read homogeneously fragment by 
fragment. If a non-spatial fragment is read 
(line 02), then it is placed in the non-spatial 
part of the cache (line 03). Else, if a spatial 
fragment is read (line 05), an identifier is 
automatically generated (line 06). If the 
identifier already exists in the hash table 
(line 07), the counter is incremented (line 
08). Otherwise, a Dom tree for the spatial 
fragment is generated (line 11) and inserted 
into the hash table with the new identifier 
(line 12). The generated identifier is added 
in the non-spatial DOM tree (line 14).

Cache Deletion Algorithm
When a geographical query result has 

to be evicted from the cache, the DOM tree 
corresponding to the non-spatial part of 
the result is logically removed. Physically, 
only the referenced spatial fragments with 

Figure 4. Cache insertion algorithm

counter value 0 (no reference) are removed. 
The algorithm is sketched in Figure 5, which 
depicts the cache deletion algorithm. A 
Boolean value defined at line 00 indicates 
if all counters of a query result have no 
reference. The DOM tree corresponding 
to the non-spatial part of the query result 
is retrieved using the root node (line 01). 
Then the tree is scanned to get the spatial 
fragments corresponding to each identifier 
stored in the tree (line 02). The counter 
value related to the spatial fragment is 
decremented (line 03). If this value is equal 
to 0 (line 04), the DOM tree corresponding 
to the spatial fragment is removed from the 
hash table (line 05). Once all identifiers have 
been scanned, if there is no identifier with 
associated counter strictly greater than 0 
(line 11), the non-spatial tree correspond-
ing to the query result is removed from the 
cache (line 12).

Insert_in_Cache(File Query_Result)
{
00 NStree = Create_Dom_Tree()
01 While ReadFile(Query_Result)
02  If (non-spatial data)
03    Insert (NStree, non-spatial data)
04  End If 
05  Else If (spatial data)
06    id = Generate_identifier (spatial data)
07    If (HashTable.Contains(id))
08     HashTable.UpdateCounter(id)
09    End If
10    Else
11     Stree = Create_Dom_Tree (spatial 
data)
12     Insert_into_HashTable (id, Stree)
13    End Else
14    Insert (NStree, id)
15    End Else If
16 EndWhile
}
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Geographical Query 
Processing

Spatial Operators with Inference 
Rules

In this section, we introduce the spatial 
operators we use to compose queries. We 
further detail the inference rules between 
geographical predicates, which are useful 
for determining if a query result is included 
in another one. This is important for seman-
tic cache management.

Spatial Operators and Predicates
For geographical queries, not only 

conventional comparison operators θ = {≤, 
<, =, ≠, >, ≥} must be taken into account, 
but also spatial operators. To query the 
database, we use XQuery extended with 
spatial operators as proposed in GML-QL 
(Vatsavai, 2002). For illustration purposes, 
we select the following spatial operators 
(OpenGIS, 2003):

•	 Overlaps (Path1, Path2): Deter-
mines if two spatial objects specified 

by the paths Path1 and Path2 are 
overlapping.

•	 Distance (Path1, Path2) θ d: De-
termines if the distance between two 
spatial objects specified by the paths 
Paht1 and Path2 satisfies the relation 
θ d, where d is a given distance.

•	 Touch (Path1, Path2): Determines 
if two spatial objects specified by the 
paths Path1 and Path2 are touching.

•	 Intersects (Paht1, Path2): Determines 
if two spatial objects specified by the 
paths Path1 and Path2 are intersect-
ing.

•	 Within (Path1, Path2): Determines 
if the spatial object specified by Path1 
is within the spatial object of path 
Path2.

•	 Equals (Path1, Path2): Determines 
if the spatial object specified by the 
path Path1 is “spatially equal” to the 
spatial object of path Path2.

•	 Disjoint (Path1, Path2): Determines 
if the spatial object specified by the 
path Path1 is “spatially disjoint” to 
the spatial object of path Path2.

•	 Crosses (Path1, Path2): Determines 
if the spatial object specified by the 
path Path1 crosses the spatial object 
of path Path2.

•	 Contains (Path1, Path2): Deter-
mines if the spatial object specified 
by the path Path1 “spatially contains” 
the spatial object of path Path2.

Some spatial predicates are based on 
topological relationships and can be de-
duced from other spatial predicates. This 
means the results of spatial queries can be 
contained in results of other queries, with 
different operators. If inference rules be-
tween spatial predicates can be established, 
then it could be possible to determine 
whether the result of a geographical query is 

Figure 5. Cache deletion algorithm

Remove_from_Cache (root r)
{
 00 boolean b = true;
 01 NStree = Get_Dom_Tree (r)
 02 For all id in NStree
 03   HashTable.DecrementsCounter (id))
 04   If (HashTable.CounterValue (id) == 0)
 05     HashTable.Remove (id)
 06   End If
 07   Else
 08   b = false
 09   End Else
 10 End For
 11 If (b)
 12 Remove (NStree)
 13 End If
}
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contained in another one. This feature may 
allow using the cached results instead of 
accessing the original document, and thus, 
optimizing the query.

For example, consider the two GML 
documents: Feature1.xml in Figure 6, 
which contains the non-spatial elements 
T1, T2, T3 and a spatial fragment of type 
linearGeometry (OpenGIS, 2003) standing 
for a polyline; and Feature2.xml in Figure 
7, which contains the non-spatial fragments 
N1, N2, and a spatial fragment also of type 
linearGeometry. 

Let R1 and R2 be two GML-QL 
queries (see Box 1). R1 determines if two 
objects Feature1 and Feature2 are within 
a distance closer than 1200. In this case, 
the query returns the geometry of the two 
objects and the specified values. R2 deter-
mines if two objects Feature1 and Feature2 

intersects. In this case, the query returns 
their geometry with the other specified 
elements.

Two objects are intersecting if their 
distance is equals to 0. Hence, the result 
of R2 is contained in the results of R1 as 
all the values returned by R2 are included 
in the values returned by R1, and 1200 > 
0. Thus, the result of R2 can be extracted 
from that of R1 without scanning the data-
base, provided that the result of R2 is kept 
in cache. As semantic cache replacement 
policies are based on the semantic of que-
ries, the query-processing algorithm shall 
determine if a geographical query result is 
contained in cache. Thus, an originality of 
semantic caching in geographical databases 
is the ability to compare geographical 
predicates.

R1:
For $b in doc(“Feature1.xml”)/Feature1/Object
For $c in doc(“Feature2.xml”)/Feature2/Object
Where Distance ($b/gml:LineString/gml:coordinates,$c/gml:LineString/gml:coor-
dinates) < 1200
Return
<Result> { $b/T1 } { $b/T3 }
{$b/gml:LineString/gml:coordinates}
   { $c/N2 }
 	 {$c/gml:LineString/gml:coordinates}
</Result>
R2:
For $b in doc(“Feature1.xml”)/Feature1/Object
For $c in doc(“Feature2.xml”)/Feature2/Object
Where Intersect ($b/gml:LineString/gml:coordinates, $c/gml:LineString/gml:
coordinates)
Return
 <Result>
  { $b/T1 }
 {$b/gml:LineString/gml:coordinates}
  { $c/N2 }
 {$c/gml:LineString/gml:coordinates}
 </Result>

Box 1.
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Spatial Predicate Inference Rules
Let us denote a ⇒ b the implication 

and a ⇔ b the equivalence inference rule. 
Let O1 and O2 be two geometric objects. A 
simple inference rule is, for all real d posi-
tive or null: Intersect (O1, O2) ⇒  (Distance 
(O1, O2) < d).

Using the nine operators defined in 
Section 3.1, more inference rules are given 
in Figure 8. Notice that, for a couple of 
objects (O1, O2) verifying a predicate P 
at level i, if the predicate P implies the 
predicate Q at level i+1 and if the predicate 
Q implies the predicate S at level i+2, then 
the operator P at level i, infers the operator 
S at level i+2. That is the implication of 
predicates is transitive. It is important to 
take into account all rules for better cache 
management.

In our proposed architecture (Savary 
et al., 2003), spatial queries are computed 
using JTS, is a spatial Java API proposed 
by the OGC (Open Geospatial Consortium) 
and based on the OpenGIS Simple Feature 

Specification (OpenGIS, 1999). It imple-
ments the spatial operators introduced in 
Section 3.1. Hence, in this practical context, 
the use of spatial predicate inference rules 
makes it possible to determine if a new 
query is contained or partially contained 
in cache.

Query Processing
Suppose an input query Q and a set C 

= {C1, C2…, CK} of K cache queries. Then, 
according to (Lee & Chu, 1999) there are 
five general cases of query matching: exact 
match, containing match, contained match, 
overlapping match and disjoint match. Fig-
ure 9 illustrates the various cases. The grey 
box in shop outline stands for the queries 
results C stored in cache. The white box 
with full outline represents the new query 
Q. For an exact match, the query Q already 
exists in cache: ∃ Ci ⊆ C \ Ci = Q. For a 
containing match, the query Q is totally 
contained in the cache: ∃ D ⊆ C \ (Q ⊂ D ∧ 
D ⊄ Q). For a contained match, the query Q 

 Figure 6. The Feature1.xml data

< Feature1>
 <Object> 
 < T1> a </T1>
 < T2> b </T2>
 < T3> c </T3>
  <gml : LineString> 
   <gml : coordinates> 
     12,3 15,8 20,320 
     30,50 40,13 78,80 
    </gml : 
coordinates>
   </gml : LineString> 
 </Object> 
 … 
</ Feature1>

< Feature2>
 <Object> 

> i </N1>
> j </N2>

  <gml : LineString> 
   <gml : coordinates> 
     6,11 15,13 75,145 
     1458, 6321 785, 
6831
     45896, 4526 
256,745
    </gml : 
coordinates>
   </gml : LineString> 
 </Object> 

</ Feature2>

Figure 7. The Feature2.xml data
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contains some cache queries: ∃ D ⊆ C \ (Q 
⊄ D ∧ D ⊂ Q). For an overlapping match, 
the query Q is partially contained in cache: 
∃ D ⊆ C \ (Q ⊄ D ∧ D ⊄ Q ∧ Q ∩ D ≠ ∅). 
Finally, for a disjoint match, the query Q is 
not contained in cache: Q ∩ C =∅.

For exact and containing match, Q 
can be totally answered from the cache; 
but for contained and overlapping match, 
an access to the database is required in 
order to answer the remainder query (Dar 
et al., 1996). For geographical queries and 
especially for join queries, the processing 

time can be prohibitive. To palliate this 
disadvantage, we propose to exploit the 
geographical region descriptor.

General Query Processing Scheme
The geographical query processing is 

depicted in Figure 10. When a new query 
Q must be processed, the Query Analyzer 
determines if the query can be answered 
from the cache, the database or both. Then 
the Query Rewriter rewrites Q into the re-
mainder and probe queries. We introduce 
two kinds of probe query:

Contains (O1, O2) Equals (O1, O2) Crosses (O1, O2) 

Touches (O1, O2)

Intersects (O1, O2)

Within (O1, O2) Overlaps (O1, O2) 

Disjoint (O1, O2)

Distance (O1, O2)  d 

Distance (O1, O2)  d’ if d’ > d 

Level 0

Level 1

Level 2

Level 3

Figure 8. Spatial predicates inference rules

exact match contained overlapping disjointcontaining 

Figure 9. Query match types
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•	 The elementary probe query allows 
retrieving totally or partially the data 
stored in cache to answer the query 
Q. 

•	 The optimized probe query aims at 
retrieving the temporary spatial data 
for a further optimization. This will 
be detailed in Section 4.2.2 below. 

The elementary probe query is per-
formed by the cache Query Executor, with 
the non-spatial and spatial data stored in 
cache. In the cases of contained match, 
overlapping match, and disjoint match, 
if an optimization is possible using the 
spatial data stored in cache (as shown in 
the example of Section 4.2.2), then the 
required temporary spatial data are deter-
mined using the optimized probe query and 
forwarded to the Spatial Query Executor. 
The temporary spatial data is composed 
of n documents corresponding to the n 
features implied in the remainder query. 
Each document only contains the geom-
etries of a specific feature. The remainder 
query is split by the Query Decomposer into 
the non-spatial remainder query, and the 
spatial remainder query. The non-spatial 
remainder query is free of spatial predicates 
and allows interrogating the database. The 
database temporary results (non-spatial 
remainder query results) are then forwarded 
to the Spatial Query Executor. These data-
base temporary results are composed of n 
documents corresponding to the n features 
implied in the remainder query. The Spatial 
Query Executor performs the remainder 
spatial query, which contains the spatial 
predicates. If the temporary spatial data 
is not empty, an optimization is possible 
which avoids computing spatial predicates. 
The result (remainder query result) is then 
sent to the Query Combiner, which merges 
the remainder and elementary probe query 

results into a single GML document R. The 
query result R of Q is then sent to the cache 
Replacement Manager. The Cache Replace-
ment Manager determines then if the result 
has to be placed in cache or not, and which 
cache queries must be evicted.

Cache-Based Query Processing and 
Optimizations

In the cases of contained match, 
overlapping match, and disjoint match, 
data, which are not contained in cache, are 
retrieved from the database. To reduce the 
I/O and CPU costs, we propose to exploit 
the spatial part of the cache. The idea is 
to determine the set of spatial geometries 
implied in the remainder query. If this set 
is known, then it is possible to directly 
compare the geometries contained in this set 
with the geometries contained in the docu-
ments of the database temporary results. 
This set of spatial geometries results from 
the optimized probe query. The optimized 
probe query results (the temporary spatial 
data) contain n documents corresponding 
to the n features implied in the remainder 
query. Only spatial geometries are stored 
in these documents. This allows to avoid 
the process of spatial predicates for the 
remainder query result. Only compari-
sons with geometry features of database 
temporary result and geometry features 
of their corresponding temporary spatial 
data are required. Moreover, it makes a 
better cache management, since the size of 
those temporary spatial data documents is 
reduced. Thus, performances are improved 
especially for join queries, where multiple 
scans are often necessary. For example, if 
the query Q is the following:

For $b in doc(“Feature1.xml”)/
Feature1/Object

For $c in doc(“Feature2.xml”)/



International Journal of Data Warehousing & Mining, 3(1), 66-87, January-March 2007  77

Copyright © 2007, Idea Group Inc. Copying or distributing in print or electronic forms without written permission of Idea Group Inc.
is prohibited.

Figure 10. Geographical query processing
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Feature2/Object
Where Intersect ($b/gml:Lin-

eString/gml:coordinates, 
$c/gml:LineString/gml:co-
ordinates)

Return <Result> { $b/a } { $c/b 
} { $b/c } </Result>

Let Ci be the closest cache query of Q 
contained in cache, i.e., the query containing 
all the required entities to answer Q with a 
minimal number of attributes not contained 
in Q (not mentioned in the returned result 
of Q). Ci is found using the inference rules, 
which have been previously presented 
(Figure 6). For instance, Ci is found to be 
the query:

For $b in doc(“Feature1.xml”)/
Feature1/Object

For $c in doc(“Feature2.xml”)/
Feature2/Object

Where Distance ($b/gml:LineS-
tring/gml:coordinates, $c/
gml:LineString/gml:coordi-
nates) < 9

Return 
<Result> { $b/e } { $c/f }  </

Result>

Here, the optimized probe query 
contains the intersect predicate. It will be 
applied to the cache query result Ci. The 
resulting temporary spatial data will be 
composed of two documents containing 
only geometries of Feature1 and geometries 
of Feature2 that match. The geometries of 
these documents will be compared, using 
their centroïdes, with geometries of those 
of the database temporary results. The 
required data a, b and c of respectively 
Feature1 and Feature2 are then retrieved 
to answer the query Q.

Cache Replacement Policy: 
B&BGDSF 

When a new query result must be 
stored in a saturated cache, the most irrel-
evant queries have to be evicted. It is im-
portant to take into account the constraints 
on size but also the cost and frequency of 
access to spatial objects. Thus, we base our 
replacement policy on the Greedy Dual-
Size Frequency (GDSF) algorithm pro-
posed by Arlitt et al. (1999). This strategy 
replaces the object with the smallest key 
value for a certain cost function. When an 
object i is requested, it is given a priority 
key Ki computed as follows:

* i
i i

i

CK F L
S

= +

where: Fi is the frequency usage of 
the object I; Ci is the cost associated with 
bringing the object i into cache.; Si is the 
size of the object I; and, L is a running age 
factor that starts at 0 and is updated for each 
replaced object o to the priority key of this 
object in the priority queue, i.e., L = Ko.

Our cache replacement policy per-
forms in two steps. First, the cost of each 
query result contained in cache is computed 
using the GDSF policy. Ci stands for the 
cost of a geographical query. The com-
putation of Ci for the experimentations is 
discussed in the experimentation section. 
Secondly, The Branch and Bound algorithm 
(Kellerer, Pferschy, & Pisinger, 2004) is 
used to determine the most irrelevant query 
result in cache. In the case of spatial cache 
replacement policy as in the general case, 
the problem is to determine the optimal 
set of candidates to be removed. This set 
must have the minimal cost in cache and 
the minimal cost out of cache if it must be 
recomputed, as formalized by equation (i). 
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Secondly, the total size of the set must be 
equal or greater than the size of the new 
query result, as formalized by equation 
(ii) below. 

1

( * (1 )* )
n

i CacheCPU i DiskCPU
i

MIN X C X C
=

+ −∑
				    (i)

1

*
n

i i
i

X S T
=

≥∑ 			   (ii)

In equation (i), Xi is set to 1 if object i 
is kept in cache, and 0 otherwise, CCacheCPU 
stands for the cost in CPU of the cached 
query result and CDiskCPU stands for the cost 
in CPU to re-compute the query result I 
from the database. The second constraint 
concerned the size of the set of cached 
queries to remove. It is given by equation 
(ii), where T stands for the size of the new 
query result, and Si, the size of a cached 
query result i. This is equivalent to the fol-
lowing expression, which can be resolved 
using the Branch and Bound algorithm:

CCYMAX
n

i
DiskCPUCacheCPUi −∑

=1
)(*( )
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i
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PROOF
By replacing Xi by (1-Yi) in equation 

(i), we obtain: 

1
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 is a constant, the prob-

lem is reduced to the second expression:
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This formalization is generally used 
to resolve the knapsack problem, in opera-
tional research (Martello, 1990). To solve 
this operational research problem, we 
choose the Branch and Bound algorithm. 
The Branch and Bound algorithm take as 
parameter: the GDSF cost of each cache 
query result, the size of each query result, 
and the size of the new query result.

Compared to GDSF, the proposed 
B&BGDSF algorithm determines the opti-
mal set of candidates to be replaced by 
the new query result. Thus, better cache 
management is done. The results depicted 
in the experimentations below, show the 
performances of this algorithm compared 
to existing ones.

Experimentations

The Geographical Data Warehouse 
Architecture

The cache has been implemented in 
a geographical data warehouse prototype. 
The architecture of this prototype is de-
picted in Figure 11. 

The geographical data warehouse is 
entirely built using open sources compo-
nents based on Java and XML. The data 

XY ii −=1
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extract from heterogeneous sources are 
encoded in SOAP (Simple Object Access 
Protocol)--a standard protocol defined by 
the W3C - messages and sent to the DSA 
(Data Staging Area) to be processed. In the 
DSA, the data are integrated using spatial 
ETL process before it feeds the database 
of the data warehouse. The XML database 
eXist has been chosen as the data warehouse 
manager, since it is an open source and al-
lows querying the non-spatial data using 
the XQuery language. The geographical 
queries are computed using the JTS (Java 
Topology Suite) packages which is Open-
GIS compliant. Users queries are sent to 

the data warehouse embedded in a SOAP 
message.

The implemented architecture is com-
posed of four levels: sources, the DSA, the 
data warehouse, and the clients. The com-
munication between these four levels is 
based on SOAP protocol using the apache 
tomcat Web application. At the source level, 
Hibernate 2.0 is used for extracting data 
from heterogeneous database. Hibernate 
has been chosen since it allows interrogat-
ing any database with the singular HQL 
language. The data extracted from these 
sources are sent into a SOAP message to the 
DSA in order to be cleaned and integrated 

Data 
Warehous

Figure 11. Geographical data warehouse architecture

source 1 source i

user 1 user i

Query / results

cleaned

user n
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by the spatial ETL transformation process. 
Once the data have been prepared, they are 
sent to the data warehouse in SOAP mes-
sages to feed the XML eXist database. By 
the same way, the user queries are sent into 
a SOAP message to the data warehouse. The 
query analyzer then extracts and processes 
the queries (section 4.2.1). The user level is 
composed of a graphical interface, which 
has been implemented using SWING Java 
technology. This interface allows users to 
specify a request and display the queries 
results. The queries results are encoded in 
SVG (Scalable Vector Graphic)--the XML 
format for vector graphic specified by 
the W3C--embedded in SOAP messages 
and sent to the users to be graphically 
displayed. 

The Experimentation Parameters and 
Results

The experimentations were done on 
a Pentium IV 2.0 GHz with 512 MB of 
memory. The used dataset is composed of 
10000 and 1000 features stored in two GML 
documents in the eXist (Meier, 2002) XML 
database. They describe the road networks 
of Lille (a French town) (Savary & Zeitouni, 
2005). Their geometry is of type linear-
Geometry (OpenGIS, 2003). They have 
been generated by our ETL process from 
the source, one was in format shape (the 
exchange format of ArcGIS software), and 
the other was stored in the Oracle 9i DBMS 
which allows spatial data management.

Our cache replacement policy has been 
compared with GDSF (without Branch and 
Bound selection), LFU and LRU, which is 
the most popular in spatial database cache 
replacement policy. The cache size has been 
moving from 10 to 100 Mega Bytes. To 
compare those policies, we have simulated 
a flow of approximately 70 queries (point, 
range and join queries), possibly made by 

different users. We have performed two 
series of experimentations, consisting in 
two sets of about 70 GML XQueries. The 
one (random.gxq file) uses an arbitrary 
order of queries, while in the second (freq.
gxq) the most recent queries are repeated. 
These two files contain different queries. 
The evaluation of the first query set is re-
ported in Figures 12, 13, and 16. Whereas 
the results obtained using freq.gxq file are 
illustrated in Figures 14, 15, and 17.

Figure 12 shows the hit ratio perfor-
mances realized with a random dataset 
queries. Here we can see that in general, 
GDSF and B&BGDSF, outperform LRU 
and LFU. When the cache size becomes 
larger, GDSF roughly scale like B&BGDSF. 
But with smaller cache size, our B&BGDSF 
algorithm performs better than the other 
cache replacement policies. This is because 
the Branch and Bound algorithm associated 
to GDSF only evicts the most irrelevant 
cache results with smallest cost and which 
size sum is greater but closest to the new 
query, which must be put in cache. Thus, 
the cache is better managed. For example 
with a cache size equal to 20 Mega Bytes, 
B&BGDSF performs about 8% better than 
GDSF.

Figure 13 shows the cache coverage 
ratio in percentage. Cache coverage hit 
shows the effect of partial matching in 
semantic caching. This information is not 
readable in traditional cache hit ratio. It is 
defined as follows (Lee & Chu, 1998):

Given a query set consisting of I que-
ries q1, …qI, let Ai be the number of answers 
found in the cache for the query qi, and let 
Bi be the total number of answers for the 
query qi for 1≤ i ≤I.

1

I

i
QCRi

CCR
I

== ∑ where 
AiQCRi
Bi

=    if Bi 
> 0.
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Figure 12. Cache hit ratio Figure 13. Cache coverage ratio

Figure 14. Cache hit ratio Figure 15. Cache coverage ratio

Figure 16. Performance gain Figure 17. Performance gain
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Here again, we can notice that in gen-
eral GDSF and B&BGDSF outperform LRU 
and LFU. But it is interesting to see that 
compared to Figure 12, when the number 
of hit ratio is equal for GDSF and B&BGDSF 
with a cache size of 50 MB or 60MB, the 
number of cache coverage ratio is better us-
ing the B&BGDSF algorithm. Figure 16 shows 
the performance gain which is defined as 
follows (Brinkhoff et al., 2002):

1
&___

_____
−=

GDSFBBofaccessdisk
Policygivenaforaccesdiskgain

where Policy stands for one of the 
three cache replacement policies: GDSF, 
LRU, and LFU.

The performance gain shows the re-
duction in the number of disk access using 
the proposed cache replacement policy, 
compared to others. In general, we can 
notice that the gain is positive using our 
proposed algorithm. However, depending 
on the cache size, the gain with GDSF is 
more or less important, especially when 
the cache size becomes small or large. For 
example in Figure 12 with a cache size 
equal to 20 or 100 MB, the performances of 
GDSF are the same or less than B&BGDSF. 
However, if we look at the gain distribution, 
the values obtained are about 8 or 18 %. 
Especially with a cache size of 100 MB, 
the hit ratio for GDSF and B&BGDSF are 
roughly the same, but the gain obtained is 
different about 18%. These results show that 
the cache is better managed using B&BGDSF. 
For a cache size equal to 30 Mega Bytes, we 
can see that the gain compared to GDSF is 
roughly equal to 23%. But for a cache size 
between 40 and 90 MB, the gain compared 
to GDSF is roughly the same or less than 
our proposed algorithm. But the Hit Ratio 

and Cache Coverage Ratio show that better 
cache management is obtained using the 
B&BGDSF algorithm. Moreover, for a cache 
size of 40 or 60 MB in Figure 12, LRU 
performs like B&BGDSF; but in Figure 16 
the gain obtained compared to LRU is the 
same or better (for example with a cache 
size of 40 MB). For a cache size of 50 MB 
peaks of gain, around 37% with LRU and 
25% with LFU are obtained.

Figures 14, 15, and 17 show other 
experimentations performed with another 
query set where the most recent queries are 
repeated. In this case, we notice that LRU 
outperforms GDSF and LFU, but B&BGDSF 
outperforms GDSF, LFU, and LRU, espe-
cially when the cache size is smaller (from 
10 to 50 MB). This is due to a better selec-
tion of cache queries to evict. 

These results show that the cache 
is better managed using the B&BGDSF 
compared to GDSF, LFU and LRU cache 
replacement policies. The cache hit ratio 
(Figures 12 and 14) show that B&BGDSF 
outperforms GDSF, LRU, and LFU; but 
when the performances of B&BGDSF are 
roughly equal to another cache replace-
ment algorithm, the cache coverage ratio 
(Figures 13 and 15) show that a better 
cache management is obtained using the 
proposed algorithm. This is confirmed by 
the performance gain in disk access pre-
sented in Figures 16 and 17.

Conclusion
In order to optimize the I/O-perfor-

mance of a database system, many tech-
niques have been considered. One of the 
most used in spatial database is the buffering 
technique associate to the LRU strategy and 
its variants. Related works generally focus 
on spatial data stored in object-relational da-
tabases. With the popularity of Internet and 
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XML, the OGC proposed the GML semi-
structured language, which is an extension 
of XML for the modeling, transport, and 
storage of geographical information includ-
ing both spatial and non-spatial fragments 
of geographical data. The GML language 
is more and more used in many distributed 
architectures. In order to handle efficiently 
geographical queries stored in GML docu-
ments, we have proposed an appropriate 
cache structure and cache replacement 
policy. The proposed cache structure aims 
at considerably reduce the memory used 
to store geographical queries. Only non re-
dundant spatial fragments of a geographical 
query are stored. Thus, much more queries 
can be stored in cache. This architecture is 
associated to a semantic cache where infer-
ence rules between spatial predicates are 
exploited for a better cache management. 
Associated with this semantic cache, a 
new cache replacement policy is proposed. 
It takes into account the cost implied by 
the different predicates and gives better 
performances than existing cache replace-
ment policies like GDSF, LRU, and LFU. 
The proposed cache replacement policy 
is based on Branch and Bound and GDSF 
algorithms. It only evicts the most irrelevant 
cache results according to the cost and size 
of data stored in cache. The hit ratio, cache 
coverage ratio and performance gains show 
that the proposed B&BGDSF replacement 
policy outperforms GDSF, LRU and LFU 
algorithms. In perspective, this work will 
be extended to spatiotemporal data stored 
in semi-structured documents in order to 
optimize spatiotemporal queries.
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